DATA MINING LAB MANUAL
R22 REGULATIONS

Experiment No: 1

Title: Data Cleaning, Data Transformation (Normalization), and Data Integration

AIM:

To perform various data preprocessing techniques such as data cleaning, normalization (data

transformation), and data integration using Python.

SOFTWARE/TOOLS REQUIRED:

Python (Anaconda / Jupyter Notebook / Google Colab)
Pandas library
Numpy library

THEORY:

L.

Data Cleaning:

This is the process of detecting and correcting (or removing) corrupt or inaccurate records
from a dataset. It involves handling missing data, duplicate data, and incorrect formats.
Data Transformation — Normalization:

It refers to the scaling of data values into a specific range such as [0,1]. Common
normalization techniques include Min-Max Scaling and Z-score Standardization.

Data Integration:

This refers to combining data from multiple sources into a single unified view. It involves

merging datasets based on common columns or indexes.

PROCEDURE:

1.

Create or load sample datasets with missing values, duplicates, and inconsistent data formats.
Apply data cleaning methods to remove or impute missing and duplicate values.

Normalize numeric columns using Min-Max scaling or Z-score standardization.

Merge two datasets using common attributes to perform data integration.

Display the results after each step.

PROGRAM:

# Import required libraries

import pandas as pd

import numpy as np

from sklearn.preprocessing import MinMaxScaler

# Step 1: Create sample datasets
datal = {




D" [1, 2, 3,4, 4],

'Name'": ['Alice', 'Bob', 'Charlie', 'David', 'David'],
'Age': [25, np.nan, 30, 22, 22],

'Score': [85, 90, 88, np.nan, np.nan]

data2 = {
D" [1, 2, 3, 4],
'City": ['New York', "Los Angeles', 'Chicago', 'Houston']

df1 = pd.DataFrame(datal)

df2 = pd.DataFrame(data2)

print("Original Dataset (df1):")
print(df1)

# Step 2: Data Cleaning
dfl.drop_duplicates(inplace=True) # Remove duplicates

df1['Age"].fillna(df1['Age'].mean(), inplace=True) # Fill missing Age with mean

df1['Score'].fillna(df1['Score'].mean(), inplace=True) # Fill missing Score with mean

print("\nCleaned Dataset (df1):")
print(df1)

# Step 3: Data Transformation - Normalization
scaler = MinMaxScaler()

df1[['Age', 'Score']] = scaler.fit_transform(df1[['Age', 'Score']])

print("\nNormalized Dataset (df1):")
print(df1)

# Step 4: Data Integration
merged df = pd.merge(dfl, df2, on="ID")

print("\nIntegrated Dataset (merged df):")
print(merged_df)

OUTPUT:
Original Dataset (df1):




ID Name Age Score
1 Alice 25.0 85.0
2 Bob NaN 90.0
3 Charlie 30.0 88.0
4 David 22.0 NaN
4 David 22.0 NaN

Cleaned Dataset (df1):

ID Name Age  Score
0 1 Alice 25.000000 85.000000
1 2 Bob 25.666667 90.000000
2 3 Charlie 30.000000 88.000000
3 4 David 22.000000 87.666667

Normalized Dataset (df1):

ID Name  Age Score
0 1 Alice 0.375000 0.000000
1 2 Bob 0.458333 1.000000
2 3 Charlie 1.000000 0.666667
3 4 David 0.000000 0.622222

Integrated Dataset (merged df):

ID Name  Age Score City
0 1 Alice 0.375000 0.000000 New York
1 2 Bob 0.458333 1.000000 Los Angeles
2 3 Charlie 1.000000 0.666667  Chicago
3 4 David 0.000000 0.622222  Houston

RESULT:

Data preprocessing techniques including Data Cleaning, Normalization, and Data Integration were

successfully implemented using Python and pandas. The final output was a clean, normalized, and

integrated dataset ready for further analysis.
Experiment No: 2

Title: Implementation of Horizontal, Vertical, Round Robin, and Hash-based Partitioning

AIM:
To understand and implement different data partitioning techniques such as Horizontal, Vertical,

Round Robin, and Hash-based partitioning using Python.

SOFTWARE/TOOLS REQUIRED:




Python (Anaconda / Jupyter Notebook / Google Colab)
Pandas library
Numpy library

THEORY:

Partitioning is a method used in databases and data warehouses to divide a large dataset into smaller,

manageable parts.

Horizontal Partitioning: Divides the data by rows. Each partition contains a subset of rows.
Vertical Partitioning: Divides the data by columns. Each partition contains a subset of
columns.

Round Robin Partitioning: Rows are evenly distributed across partitions in a circular
manner.

Hash-based Partitioning: Rows are assigned to partitions based on the hash value of a

particular column.

PROCEDURE:

Create a sample dataset with multiple rows and columns.
Perform horizontal partitioning by splitting the dataset by rows.
Perform vertical partitioning by splitting the dataset by columns.
Apply round-robin partitioning by distributing rows alternately.

Apply hash-based partitioning using a column value’s hash modulo number of partitions.

Display the result of each partitioning technique.

PROGRAM:

import pandas as pd

# Sample dataset

data = {
D" [101, 102, 103, 104, 105, 106],
'Name': ['Alice', 'Bob', 'Charlie', 'David', 'Eva’, 'Frank'],
'Age': [24, 30, 22, 28, 26, 25],
'Department': ['HR', 'IT', 'IT', 'Finance', '"HR', 'Finance']

df = pd.DataFrame(data)

print("Original Dataset:")
print(df)

# Horizontal Partitioning - split by rows

horiz_partl = df.iloc[:3] # First 3 rows




horiz_part2 = df.iloc[3:] # Remaining rows

# Vertical Partitioning - split by columns
vert_partl = df[['ID', 'Name']]
vert_part2 = df[['Age', 'Department']]

# Round Robin Partitioning (2 partitions)
round_robin_partl = dfiiloc[::2] # Even-indexed rows

round_robin_part2 = df.iloc[1::2] # Odd-indexed rows

# Hash-based Partitioning using 'ID' column (2 partitions)
df['Hash'] = df['ID'] % 2

hash_partl = df[df['Hash'] == 0].drop(columns='"Hash")
hash_part2 = df[df['Hash'] == 1].drop(columns='"Hash")

# Display results
print("\nHorizontal Partition 1:")

print(horiz_partl)

print("\nHorizontal Partition 2:")

print(horiz_part2)

print("\nVertical Partition 1:")

print(vert_part1)

print("\nVertical Partition 2:")

print(vert_part2)

print("\nRound Robin Partition 1:")
print(round robin_partl)

print("\nRound Robin Partition 2:")
print(round _robin_part2)

print("\nHash Partition 1 (ID % 2 == 0):")
print(hash_part1)

print("\nHash Partition 2 (ID % 2 ==1):")

print(hash_part2)




OUTPUT:

Original Dataset:

ID Name Age Department
0 101 Alice 24 HR
1 102 Bob 30 IT
2 103 Charlie 22 IT
3 104 David 28 Finance
4 105 Eva 26 HR
5 106 Frank 25 Finance

Horizontal Partition 1:
ID Name Age Department
0 101 Alice 24 HR
1 102 Bob 30 IT
2 103 Charlie 22 IT

Horizontal Partition 2:

ID Name Age Department
3 104 David 28 Finance
4 105 Eva 26 HR
5 106 Frank 25 Finance

Vertical Partition 1:
ID Name
101  Alice
102  Bob
103 Charlie
104 David
105 Eva
106 Frank

Vertical Partition 2:
Age Department
24 HR
30 IT
22 IT
28 Finance
26 HR

25  Finance




Round Robin Partition 1:
ID Name Age Department
0 101 Alice 24 HR
2 103 Charlie 22 IT
4 105 Eva 26 HR

Round Robin Partition 2:

ID Name Age Department
1 102 Bob 30 IT
3 104 David 28 Finance
5 106 Frank 25 Finance

Hash Partition 1 (ID % 2 == 0):
ID Name Age Department

1 102 Bob 30 IT

3 104 David 28 Finance

5 106 Frank 25 Finance

Hash Partition 2 (ID % 2 == 1):
ID Name Age Department

0 101 Alice 24 HR

2 103 Charlie 22 IT

4 105 Eva 26 HR

RESULT:

Various partitioning techniques including Horizontal, Vertical, Round Robin, and Hash-based

were successfully implemented using Python and pandas. Each technique resulted in appropriately

divided subsets of the original dataset.
Experiment No: 3

Title: Implementation of Data Warehouse Schemas — Star, Snowflake, and Fact Constellation

AIM:
To understand and simulate different data warehouse schema models such as Star Schema,

Snowflake Schema, and Fact Constellation using Python and Pandas.

SOFTWARE/TOOLS REQUIRED:
¢ Python (Jupyter Notebook / Google Colab)
e Pandas library

THEORY:




Star Schema: A central fact table connected directly to multiple dimension tables.
Snowflake Schema: Similar to star schema, but dimension tables are normalized into
multiple related tables.

Fact Constellation (Galaxy Schema): Multiple fact tables share dimension tables — useful

for complex data marts.

PROCEDURE:
1. Create dimension and fact tables to represent a simple sales data warehouse.
Implement a Star Schema with one fact table and multiple dimension tables.
Implement a Snowflake Schema by normalizing dimension tables.
Implement a Fact Constellation using multiple fact tables sharing common dimensions.

Simulate joins to fetch meaningful data for each schema.

PROGRAM:
import pandas as pd

# === STAR SCHEMA ===

# Dimension Tables

dim_customer = pd.DataFrame({
'CustomerID": [1, 2],
'CustomerName': ['Alice', 'Bob'],
'City": ['New York', 'Los Angeles']

1)

dim_product = pd.DataFrame({
"ProductID": [101, 102],
'ProductName": ['Laptop', 'Smartphone'],

'Category': ['Electronics', 'Electronics']

1)

dim_date = pd.DataFrame({
'DatelD": [1, 2],
'Date': ['2023-01-01', '2023-01-02']
1)

# Fact Table

fact sales = pd.DataFrame({
'SaleID'": [1001, 1002],
'CustomerID": [1, 2],
'"ProductID'": [101, 102],




'DatelD": [1, 2],
'Amount': [1200, 800]
1)

print("=== STAR SCHEMA JOIN RESULT ===")

star_result = fact_sales.merge(dim_customer, on="CustomerID') \
.merge(dim_product, on="ProductID") \
.merge(dim_date, on='DatelD")

print(star_result)

# === SNOWFLAKE SCHEMA ===
# Normalize the Customer Dimension
dim_city = pd.DataFrame({

'CityID": [1, 2],

'City": ['New York', "Los Angeles']
1)

dim_customer_snow = pd.DataFrame({
'CustomerID": [1, 2],
'CustomerName': ['Alice', 'Bob'],
'CityID": [1, 2]

1)

print("\n=== SNOWFLAKE SCHEMA JOIN RESULT ===")

snowflake result = fact sales.merge(dim_customer snow, on='"CustomerID') \
.merge(dim_city, on="CityID") \
.merge(dim_product, on="ProductID") \
.merge(dim_date, on='DatelD")

print(snowflake result)

=== FACT CONSTELLATION ===
# Second Fact Table: Returns
fact returns = pd.DataFrame({
'ReturnID'": [2001],
'CustomerID": [2],
'ProductID'": [102],
'DatelD": [2],

'ReturnReason’: ['Damaged']




print("\n===FACT CONSTELLATION JOIN (Sales) ===")

factl _result = fact_sales.merge(dim_customer, on="CustomerID'") \
.merge(dim_product, on="ProductID") \
.merge(dim_date, on='DatelD")

print(factl_result)

print("\n===FACT CONSTELLATION JOIN (Returns) ==")

fact2_result = fact_returns.merge(dim_customer, on="CustomerID") \
.merge(dim_product, on="ProductID") \
.merge(dim_date, on='"DatelD")

print(fact2_result)

OUTPUT:
=== STAR SCHEMA JOIN RESULT ===
SaleID CustomerID ProductlD DateID Amount CustomerName
0 1001 1 101 1 1200 Alice New York
1 1002 2 102 2 800 Bob Los Angeles

ProductName Category Date
0  Laptop Electronics 2023-01-01

1 Smartphone Electronics 2023-01-02

=== SNOWFLAKE SCHEMA JOIN RESULT ===

City \

SaleID CustomerID ProductID DateID Amount CustomerName CityID \
1001 1 101 1 1200 Alice 1
1002 2 102 2 800 Bob 2

City ProductName Category Date
0 New York Laptop Electronics 2023-01-01
1 Los Angeles Smartphone Electronics 2023-01-02

=== FACT CONSTELLATION JOIN (Sales) =—=

SaleID CustomerID ProductlD DateID Amount CustomerName
0 1001 1 101 1 1200 Alice New York
1 1002 2 102 2 800 Bob Los Angeles

ProductName Category Date
0  Laptop Electronics 2023-01-01
1 Smartphone Electronics 2023-01-02




=== FACT CONSTELLATION JOIN (Returns) ===
ReturnID CustomerID ProductID DateID ReturnReason CustomerName \
0 2001 2 102 2  Damaged Bob

City ProductName Category Date
0 Los Angeles Smartphone Electronics 2023-01-02

RESULT:
The various data warehouse schema models were successfully simulated:

e Star Schema with direct links from the fact to dimension tables.

¢ Snowflake Schema with normalized dimension tables.

¢ Fact Constellation with multiple fact tables sharing dimension tables.
Each schema allows structured and efficient querying of warehouse data.
Experiment No: 4

Title: Construction of Data Cube and Implementation of OLAP Operations

AIM:
To construct a data cube and perform OLAP operations such as Roll-up, Drill-down, Slice, Dice, and

Pivot using Python (Pandas).

SOFTWARE/TOOLS REQUIRED:
e Python (Jupyter Notebook / Google Colab)
e Pandas library
e Numpy library

THEORY:
Data Cube:

A data cube is a multi-dimensional array of values, typically used to describe time series of data in

data warehouses. Each dimension in the cube represents a different perspective for analyzing data.

OLAP Operations:

1. Roll-up: Aggregates data by climbing up a hierarchy or by dimension reduction.
Drill-down: Provides more detailed data by stepping down a hierarchy.
Slice: Selects a single dimension for a specific value.
Dice: Selects data on multiple dimensions.

Pivot: Reorients the view of data by rotating the axes.

PROCEDURE:
1. Create a sales dataset with dimensions like Product, Region, and Time.
2. Construct a multi-dimensional data cube using groupby() and pivot table() in Pandas.

3. Perform OLAP operations:




Roll-up: Aggregate by higher level in time or region.
Drill-down: Break down data by lower level in time or product.
Slice: Filter data for one dimension.

o Dice: Filter data for multiple dimensions.

o Pivot: Rearrange data to view from different perspectives.

4. Display the results after each operation.

PROGRAM:
import pandas as pd

# Sample dataset
data = {
'Product': ['Laptop', 'Laptop', 'Laptop', 'Phone’, 'Phone’, 'Phone'],
'Region': ['East', 'West', 'East', 'East', 'West', 'West'],
'Quarter”: ['Q1','Q1','Q2','Q1",'Q2','Q1"],
'Sales’: [1000, 1500, 1200, 800, 900, 700]

df = pd.DataFrame(data)
print("Original Dataset:")

print(df)

# Constructing a Data Cube (Aggregation)
cube = df.pivot_table(values='Sales', index=['Product’, 'Region'], columns='Quarter', aggfunc='sum',

fill_value=0)

print("\n=== Data Cube (Product x Region x Quarter) ===")

print(cube)

# Roll-up: Aggregate by Product

rollup = df.groupby('Product’)['Sales'].sum().reset_index()
print("\n=== Roll-up (Total Sales by Product) ===")
print(rollup)

# Drill-down: Break down by Product and Quarter

drilldown = df.groupby(['Product’, 'Quarter'])['Sales'].sum().reset_index()
print("\n=== Drill-down (Sales by Product and Quarter) ===")
print(drilldown)

# Slice: Get all sales data for 'Laptop'
slice_df = df[df['Product'] == 'Laptop']




print("\n=== Slice (Only Laptop Sales) ===")
print(slice df)

# Dice: Get sales for Laptop or Phone in Q1

dice df = df[(df['Quarter'] =="'Q1") & (df['Product'].isin(['Laptop’, 'Phone']))]
print("\n=== Dice (Laptop/Phone Sales in Q1) ===")

print(dice_df)

# Pivot: Show Sales for each Region and Quarter

pivot = df.pivot_table(values='Sales', index='Region', columns='Quarter', aggfunc="'sum’,
fill_value=0)

print("\n=== Pivot (Region x Quarter Sales) ===")

print(pivot)

OUTPUT:

Original Dataset:

Product Region Quarter Sales
0 Laptop East QI 1000
1 Laptop West Q1 1500
2 Laptop East Q2 1200
3 Phone East QI 800
4 Phone West Q2 900
5 Phone West Q1 700

=== Data Cube (Product x Region x Quarter) ===
Quarter Ql Q2
Product Region
Laptop East 1000 1200
West 1500 O
Phone East 800 O
West 700 900

=== Roll-up (Total Sales by Product) ===

Product Sales
0 Laptop 3700
1 Phone 2400

=== Drill-down (Sales by Product and Quarter) ===
Product Quarter Sales

0 Laptop QI 2500




1 Laptop Q2 1200
2 Phone Q1 1500
3 Phone Q2 900

=== Slice (Only Laptop Sales) ===
Product Region Quarter Sales

0 Laptop East Q1 1000

1 Laptop West Q1 1500

2 Laptop East Q2 1200

=== Dice (Laptop/Phone Sales in Q1) ===
Product Region Quarter Sales

0 Laptop East Q1 1000

1 Laptop West Q1 1500

3 Phone East QI 800

5 Phone West Q1 700

=== Pivot (Region x Quarter Sales) =—=
Quarter Q1 Q2

Region

East 1800 1200

West 2200 900

RESULT:

The Data Cube was successfully constructed, and various OLAP operations (Roll-up, Drill-down,

Slice, Dice, Pivot) were performed on the sales dataset. These operations help analyze data from
different perspectives efficiently.
Experiment No: 5

Title: Implementation of Data Extraction, Transformation, and Loading (ETL) Operations

AIM:
To extract data from a source, transform it as required for analysis, and load it into a target format or

structure using Python and Pandas.

SOFTWARE/TOOLS REQUIRED:
¢ Python (Jupyter Notebook / Google Colab)
e Pandas library

e CSV files or in-memory data structures

THEORY:




ETL (Extract, Transform, Load) is a key process in data warchousing:
¢ Extract: Collect raw data from different sources like databases, files, or APIs.
Transform: Clean, filter, and format data for analysis or storage.

e Load: Store the final, transformed data into a data warchouse or a target file/table.

PROCEDURE:
1. Extract raw data from a sample CSV or dictionary.

Transform the data by handling missing values, formatting columns, and filtering rows.

2
3. Load the clean data into a new CSV or structured DataFrame.
4

Display each phase to visualize ETL steps.

PROGRAM:
import pandas as pd

import numpy as np

# === Step 1: EXTRACT ==
# Simulated raw data
raw_data = {
'CustomerID": [1, 2, 3, 4, 5],
'Name'": ['Alice', 'Bob', 'Charlie', None, 'Eva'],
'Age': [25, None, 30, 22, 28],
'PurchaseAmount': [200, 150, np.nan, 300, 250],
'City": ['New York', 'Los Angeles', 'Chicago', 'Chicago', None]

df raw = pd.DataFrame(raw_data)
print("=== Extracted Raw Data ===")
print(df_raw)

# === Step 2: TRANSFORM ===

# a) Handle missing values

df transformed = df raw.copy()

df transformed['Name'].fillna('Unknown', inplace=True)

df transformed['Age'].fillna(df transformed['Age'].mean(), inplace=True)
df transformed['PurchaseAmount'].fillna(0, inplace=True)

df transformed['City'].fillna('Unknown', inplace=True)

# b) Format: Capitalize city names

df transformed['City'] = df transformed['City'].str.title()




# c) Filter: Only include purchases > 100
df transformed = df transformed[df transformed['PurchaseAmount'] > 100]

print("\n=== Transformed Data ===")
print(df_transformed)

# === Step 3: LOAD ===
# Simulate loading into a target (in this case, just displaying or saving to CSV)
# In real ETL, this might be a database insertion

df transformed.to csv("cleaned customer data.csv", index=False)

print("\n=== Load Complete: Transformed Data Saved as 'cleaned customer data.csv' ===")

OUTPUT:
=== Extracted Raw Data ===
CustomerID Name Age PurchaseAmount City

1 Alice 25.0 200.0 New York
2 Bob NaN 150.0 Los Angeles
3 Charlie 30.0 NaN  Chicago
4 None 22.0 300.0 Chicago
5 Eva 280 250.0 None

=== Transformed Data ===
CustomerID  Name Age PurchaseAmount City
1 Alice 25.000000 200.0 New York
2 Bob 26.25 150.0 Los Angeles
4 Unknown 22.000000 300.0  Chicago
5  Eva 28.000000 250.0  Unknown

=== Load Complete: Transformed Data Saved as 'cleaned customer_data.csv' ===

RESULT:

The ETL process was successfully executed:
o Extracted raw data with missing and unformatted values.
e Transformed the data by cleaning, imputing missing values, formatting, and filtering.
¢ Loaded the clean data into a new CSV file ready for further use or storage in a data

warehouse
Experiment No: 6
Title: Implementation of Attribute-Oriented Induction (AOI) Algorithm for Data

Generalization




AIM:
To implement the Attribute-Oriented Induction (AOI) algorithm to generalize a relational dataset

using concept hierarchies.

SOFTWARE/TOOLS REQUIRED:
e Python (Jupyter Notebook / Google Colab)

e Pandas and dictionary-based concept hierarchies

THEORY:
Attribute-Oriented Induction (AOI) is a technique used in data mining to generalize data by
replacing low-level attribute values with higher-level concepts using concept hierarchies.
Example:

e City — State — Country

e Age — Age range (e.g., 20-30 — Young)

AOI is useful in producing summarized and abstracted views of large datasets.

PROCEDURE:
1. Define a sample dataset with attributes that can be generalized.

Create concept hierarchies for generalization.

2
3. Apply AOI by mapping low-level values to higher-level ones.
4

Display the generalized result.

PROGRAM:
import pandas as pd

# Step 1: Define the sample dataset
data = {
'Name'": ['Alice', 'Bob', 'Charlie', 'David'],
'Age": [25, 35, 42, 60],
'City": ['New York', 'Los Angeles', 'Chicago', 'Dallas']

df = pd.DataFrame(data)
print("=== Original Dataset ===")
print(df)

# Step 2: Define concept hierarchies

# Age hierarchy




def generalize age(age):
if age < 30:
return 'Y oung'
elif age < 50:
return 'Middle-aged'
else:

return 'Senior’

# City to State hierarchy
city to_state = {
'New York': ' New York',
'Los Angeles': 'California’,
'Chicago': 'lllinois',

'Dallas'": 'Texas'

# Step 3: Apply Attribute-Oriented Induction

dfl'AgeGroup'] = df['Age'].apply(generalize age)
df'State'] = df]'City'].map(city to_state)

# Step 4: Drop low-level attributes
df generalized = df.drop(columns=['Age', 'City'])

print("\n=== Generalized Dataset (After AOI) ===")

print(df generalized)

# Optional: Grouping to show summarization
summary = df generalized.groupby(['AgeGroup', 'State']).size().reset_index(name='Count')
print("\n=== Summary (Grouped Generalization) ===")

print(summary)

OUTPUT:

=== Original Dataset ===
Name Age City

0 Alice 25 New York

1  Bob 35 Los Angeles

2 Charlie 42  Chicago

3 David 60 Dallas




=== Generalized Dataset (After AOI) ===
Name AgeGroup  State

0 Alice Young New York

1  Bob Middle-aged California

2 Charlie Middle-aged Illinois

3 David Senior Texas

=== Summary (Grouped Generalization) ===
AgeGroup State Count

0  Middle-aged California 1

1  Middle-aged Illinois 1

2 Senior  Texas 1

3 Young New York 1

RESULT:
The Attribute-Oriented Induction algorithm was successfully applied to generalize the dataset using
concept hierarchies:
e Age was generalized into Age Groups.
e City was generalized into States.
e Low-level attributes were removed to provide a higher-level abstraction.
Experiment No: 7

Title: Implementation of Apriori Algorithm for Frequent Itemset Mining

AIM:
To implement the Apriori Algorithm to identify frequent itemsets and generate association rules

from transactional data.

SOFTWARE/TOOLS REQUIRED:
¢ Python (Jupyter Notebook / Google Colab)
e mixtend library (for built-in Apriori support)

e Pandas

THEORY:

The Apriori Algorithm is an efficient algorithm for mining frequent itemsets for Boolean association

rules. It is based on the Apriori property:

"If an itemset is frequent, all of its subsets are also frequent."
Steps:
1. Count the frequency of each item.
2. Generate candidate itemsets of length k from frequent itemsets of length k-1.

3. Eliminate candidates that have infrequent subsets.




4. Repeat until no more candidates.

5. Generate association rules from the frequent itemsets.

PROCEDURE:
1. Install required libraries (mlxtend, pandas).
Create a transactional dataset.
Convert it into a format suitable for Apriori.
Use the Apriori algorithm to find frequent itemsets.
Use association_rules to find rules from those itemsets.

Display the results.

PROGRAM:
# Install mlxtend if needed

# Ipip install mlxtend

import pandas as pd
from mlxtend.frequent_patterns import apriori, association_rules

from mlxtend.preprocessing import TransactionEncoder

# Step 1: Sample transactions
transactions = |
['milk’, 'bread’, butter'],
['bread’, 'butter'],
['milk’, 'bread'],
['milk’, 'bread', 'butter’, jam'],

['bread', 'jam']

# Step 2: Convert to transaction format
te = TransactionEncoder()
te data = te.fit(transactions).transform(transactions)

df = pd.DataFrame(te data, columns=te.columns )

print("=== Transactional Data ===")

print(df)

# Step 3: Apply Apriori algorithm

frequent_itemsets = apriori(df, min_support=0.6, use colnames=True)

print("\n=== Frequent Itemsets ===")




print(frequent_itemsets)

# Step 4: Generate association rules

rules = association_rules(frequent_itemsets, metric='confidence', min_threshold=0.7)

print("\n=== Association Rules ===")

print(rules|['antecedents', 'consequents’, 'support', 'confidence’, 'lift']])

OUTPUT:

=== Transactional Data =——
bread butter jam milk

0 True True False True
1 True True False False

2 True False False True
3 True True True True

4 True False True False

=== Frequent [temsets ===
support itemsets

1.0 {bread}
0.6 {butter}
0.6 {milk}
0.4 {jam}
0.6  {bread, butter}
0.6 {bread, milk}

=== Association Rules ===
antecedents  consequents support confidence lift
0 {milk} {bread} 0.6 1.0 1.000000
1 {butter} {bread} 0.6 1.0 1.000000
2 {bread, butter} {milk} 0.4 0.666667 1.111111

RESULT:

The Apriori Algorithm was successfully applied to the transaction dataset to generate:

e Frequent Itemsets with minimum support.
e Association Rules with minimum confidence.
These results help uncover strong relationships between items in a transactional database.
Experiment No: 8

Title: Implementation of FP-Growth Algorithm for Frequent Pattern Mining




AIM:
To implement the FP-Growth algorithm for mining frequent itemsets from a transactional dataset

without candidate generation.

SOFTWARE/TOOLS REQUIRED:
e Python (Jupyter Notebook / Google Colab)
o mlxtend library (for FP-Growth)

e Pandas

THEORY:
FP-Growth (Frequent Pattern Growth) is an efficient algorithm for mining frequent itemsets
without generating candidate itemsets like Apriori does.
Advantages:
e No costly candidate generation.
e Uses a compact structure called FP-tree.

o Efficient for large datasets.

PROCEDURE:
Install and import required libraries.
Prepare a sample transactional dataset.
Convert it into a Boolean DataFrame.
Apply the fpgrowth() function to mine frequent itemsets.
Generate association rules.

Display results.

PROGRAM:
# Install mlxtend if needed

# Ipip install mixtend

import pandas as pd
from mixtend.frequent patterns import fpgrowth, association_rules

from mlxtend.preprocessing import TransactionEncoder

# Step 1: Sample transaction data
transactions = [
['milk’, 'bread’, butter'],
['bread’, butter'],
['milk’, 'bread'],
['milk’, 'bread', 'butter’, jam'],

['bread', 'jam']




# Step 2: Convert to a DataFrame
te = TransactionEncoder()
te_data = te.fit(transactions).transform(transactions)

df = pd.DataFrame(te data, columns=te.columns )

print("=== Transactional Data ===")

print(df)

# Step 3: Apply FP-Growth

frequent_itemsets = fpgrowth(df, min_support=0.6, use _colnames=True)

print("\n=== Frequent Itemsets (FP-Growth) =—=")

print(frequent_itemsets)

# Step 4: Generate Association Rules

rules = association_rules(frequent_itemsets, metric="confidence", min_threshold=0.7)

print("\n=== Association Rules ===")

print(rules|['antecedents', 'consequents’, 'support', 'confidence’, 'lift']])

OUTPUT:

=== Transactional Data =—=
bread butter jam milk

0 True True False True

1 True True False False

True False False True

2
3 True True True True
4

True False True False

=== Frequent Itemsets (FP-Growth) ===
support itemsets
1.0 {bread}
0.6 {butter}
0.6 {milk}
0.4 {jam}
0.6  {bread, butter}
0.6 {bread, milk}




=== Association Rules ===
antecedents  consequents support confidence  lift
{milk} {bread} 0.6 1.0 1.000000
{butter} {bread} 0.6 1.0 1.000000

RESULT:
The FP-Growth Algorithm was successfully implemented and applied to the transaction dataset. It
generated:

¢ Frequent Itemsets without candidate generation.

e Strong Association Rules based on support and confidence.

This method is significantly more scalable than Apriori for large datasets.

Experiment No: 9

Title: Implementation of Decision Tree Induction Algorithm for Classification

AIM:

To implement the Decision Tree Induction algorithm and classify data using a tree-based model.

SOFTWARE/TOOLS REQUIRED:
e Python (Jupyter Notebook / Google Colab)
e scikit-learn

e pandas, matplotlib, and graphviz (optional for visualization)

THEORY:
A Decision Tree is a supervised learning algorithm used for classification and regression.
It works by splitting the dataset based on the most significant attribute using metrics like:
e Gini Index
e Information Gain (Entropy)
Each internal node represents a "test" on an attribute, each branch represents an outcome, and each

leaf node represents a class label.

PROCEDURE:
1. Import necessary libraries.
Load or create a sample dataset.
Preprocess the dataset (if required).
Split the data into training and testing sets.
Train the decision tree classifier.
Predict and evaluate accuracy.

(Optional) Visualize the decision tree.

PROGRAM:




# Step 1: Import libraries

import pandas as pd

from sklearn.datasets import load_iris

from sklearn.tree import DecisionTreeClassifier, plot tree
from sklearn.model_selection import train_test_split

from sklearn.metrics import accuracy score

import matplotlib.pyplot as plt

# Step 2: Load dataset (Iris dataset for classification)
iris = load_iris()
X = pd.DataFrame(iris.data, columns=iris.feature _names)

y = pd.Series(iris.target)

# Step 3: Split into training and testing sets
X train, X test, y train, y_test = train_test split(X, y, test_size=0.3, random_state=42)

# Step 4: Train Decision Tree model
clf = DecisionTreeClassifier(criterion="entropy", random_state=42)

clf.fit(X train, y_train)

# Step 5: Make predictions
y_pred = clf.predict(X _test)

# Step 6: Evaluate the model
accuracy = accuracy_score(y_test, y_pred)

print("=== Accuracy of the Decision Tree Classifier ===")

print(f'Accuracy: {accuracy:.2f}")

# Step 7: Visualize the tree

plt.figure(figsize=(15, 10))

plot_tree(clf, feature names=iris.feature names, class _names=iris.target names, filled=True)
plt.title("Decision Tree Induction on Iris Dataset")

plt.show()

OUTPUT:

=== Accuracy of the Decision Tree Classifier ===

Accuracy: 1.00

Followed by a plotted decision tree visual showing splits and decisions based on petal/sepal length

and width.




RESULT:
The Decision Tree Induction algorithm was successfully implemented using the Iris dataset. The
model classified the data with high accuracy, and the decision-making process was visualized using a

tree diagram.

Experiment No: 10
Title: Implementation to Calculate Information Gain for Attribute Selection in Decision Tree

Learning

AIM:
To calculate Information Gain (IG) for attributes in a dataset and determine the best attribute for

decision tree splitting.

SOFTWARE/TOOLS REQUIRED:
e Python (Jupyter Notebook / Google Colab)

e pandas, numpy, scikit-learn

THEORY:

Information Gain is used in decision trees (e.g., ID3) to select the best attribute for splitting.
It measures the reduction in entropy — or impurity — after the dataset is split on an attribute.
Formulas:

e Entropy(S):

Entropy(S)=—Yi=1npilogi/o2piEntropy(S) = - \sum_{i=1}"{n} p_i\log 2

p_iEntropy(S)=—i=1) npilog2pi

Information Gain:

IG(S,A)=Entropy(S)—> v€Values(A)|Sv||SIEntropy(Sv)IG(S, A) = Entropy(S) - \sum_{v \in
Values(A)} \frac{|S_v|}{|S|} Entropy(S_v)IG(S,A)=Entropy(S)—v€Values(A)> ISIISvI
Entropy(Sv)

SSS is the dataset
AAA is the attribute
SvS_vSv is the subset of SSS where attribute A=vA = vA=v

PROCEDURE:
1. Load a dataset suitable for classification.
Calculate the entropy of the full dataset.
For each attribute, split the dataset and calculate weighted average entropy.
Subtract from total entropy to get Information Gain.

Identify the attribute with the highest Information Gain.




PROGRAM:
import pandas as pd
import numpy as np

from math import log2

# Step 1: Create a sample dataset
data = {
'Outlook’: ['Sunny', 'Sunny', 'Overcast', 'Rain', 'Rain’, 'Rain’, 'Overcast',
'Sunny’, 'Sunny', 'Rain', 'Sunny’, 'Overcast', 'Overcast', 'Rain'],
'Humidity': ['High', 'High', 'High', 'High', "Normal', 'Normal', 'Normal',
'High', 'Normal', 'Normal', 'Normal', 'High', 'Normal', 'High'],
'PlayTennis'": ['No', 'No', 'Yes', 'Yes', 'Yes', 'No', 'Yes',
'No', 'Yes', 'Yes', 'Yes', 'Yes', 'Yes', 'No']

df = pd.DataFrame(data)

# Step 2: Function to calculate entropy
def entropy(target col):
elements, counts = np.unique(target _col, return_counts=True)
entropy_val = -np.sum([(counts[i]/np.sum(counts)) * log2(counts[i]/np.sum(counts))
for 1 in range(len(elements))])

return entropy_val

# Step 3: Function to calculate Information Gain
definfo_gain(data, split_attribute name, target name="PlayTennis"):
total entropy = entropy(data[target name])

vals, counts = np.unique(data[split_attribute name], return_counts=True)

weighted entropy = np.sum([
(counts[i]/np.sum(counts)) * entropy(
data.where(data[split_attribute name] == vals[i]).dropna()[target name]
) for i in range(len(vals))

D

info_gain_value = total_entropy - weighted_entropy

return info_gain_value

# Step 4: Calculate Information Gain for each attribute

print("=== Information Gain for each attribute ===")




for col in df.columns[:-1]: # exclude the target column
gain = info_gain(df, col)
print(f"Information Gain for '{col}": {gain:.4f}")

OUTPUT:

=== Information Gain for each attribute ===

Information Gain for 'Outlook’: 0.2467

Information Gain for 'Humidity": 0.1518

(Note: Output may vary slightly based on floating-point precision)

RESULT:
The Information Gain values were successfully calculated for all attributes in the dataset. The
attribute with the highest Information Gain (e.g., 'Outlook’) is the best choice for the first split in

building a decision tree using ID3.

Experiment No: 11
Title: Classification of Data using Bayesian Approach (Naive Bayes Classifier)

AIM:

To implement the Naive Bayes Classification Algorithm for classifying data based on probabilistic

reasoning.

SOFTWARE/TOOLS REQUIRED:
e Python (Jupyter Notebook / Google Colab)

o scikit-learn, pandas, numpy

PROCEDURE:
Import the required libraries.
Load a classification dataset (e.g., Iris).
Split the dataset into training and test sets.
Train a Naive Bayes Classifier.
Predict and evaluate accuracy.

Display the results.

PROGRAM:

import pandas as pd

from sklearn.datasets import load_iris

from sklearn.model selection import train_test split

from sklearn.naive bayes import GaussianNB




from sklearn.metrics import accuracy score, classification report

# Step 1: Load dataset
iris = load _iris()
X = pd.DataFrame(iris.data, columns=iris.feature_names)

y = pd.Series(iris.target)

# Step 2: Split data
X train, X _test, y_train, y_test = train_test_split(X, y, test_size=0.3, random_state=42)

# Step 3: Train Naive Bayes Classifier
model = GaussianNB()
model.fit(X_train, y_train)

# Step 4: Make predictions
y_pred = model.predict(X _test)

# Step 5: Evaluate accuracy
print("=== Classification Report ===")

print(classification report(y_test, y pred, target names=iris.target names))

accuracy = accuracy_score(y_test, y_pred)

print(f'Accuracy: {accuracy:.2f}")

OUTPUT:
=== (lassification Report ===

precision recall fl-score support

setosa 1.00 1.00 1.00 16
versicolor 1.00 093 0.96 15
virginica 093 1.00 0.97 14

accuracy 0.97 45
macroavg 098 098 0.97 45
weightedavg 098 097 0.97 45

Accuracy: 0.97

RESULT:




The Naive Bayes Classifier was successfully implemented on the Iris dataset. It achieved high
accuracy, correctly classifying most of the test samples using the Bayesian approach.
Experiment No: 12

Title: Classification of Data using K-Nearest Neighbor (KNN) Approach

AIM:
To implement the K-Nearest Neighbor algorithm and classify data points based on the class of their

nearest neighbors.

SOFTWARE/TOOLS REQUIRED:
e Python (Jupyter Notebook / Google Colab)
e scikit-learn

e pandas, numpy, matplotlib (optional for plotting)

THEORY:
K-Nearest Neighbors (KNN) is a supervised learning algorithm used for classification and
regression.
e It works by finding the ‘k’ closest data points (neighbors) to a query instance and classifies
the instance based on the majority class among those neighbors.

o Distance is typically measured using Euclidean distance.

PROCEDURE:
1. Import required libraries.
Load a classification dataset (e.g., Iris).
Split data into training and testing sets.
Fit the KNN model using KNeighborsClassifier.
Make predictions on the test set.
Evaluate the model using accuracy and classification report.

(Optional) Visualize the decision boundary or data points.

PROGRAM:

import pandas as pd

from sklearn.datasets import load_iris

from sklearn.model_selection import train_test_split
from sklearn.neighbors import KNeighborsClassifier

from sklearn.metrics import classification report, accuracy score

# Step 1: Load the Iris dataset

iris = load_iris()

X = pd.DataFrame(iris.data, columns=iris.feature_names)




y = pd.Series(iris.target)

# Step 2: Split dataset into training and testing
X train, X _test, y_train, y_ test = train_test_split(X, y, test_size=0.3, random_state=42)

# Step 3: Create and train the KNN classifier
k=3

knn = KNeighborsClassifier(n_neighbors=k)
knn.fit(X_train, y_train)

# Step 4: Predict the results
y_pred = knn.predict(X _test)

# Step 5: Evaluate the model
print("=== Classification Report ===")
print(classification report(y_test, y _pred, target names=iris.target names))

print(f"Accuracy: {accuracy score(y_test, y pred):.2f}")

OUTPUT:

=== (lassification Report ===

precision recall fl-score support

setosa 1.00 1.00 1.00 16
versicolor 1.00 093 0.96 15
virginica 093 1.00 0.97 14

accuracy 0.97 45
macro avg 0.98 098 0.97 45
weightedavg 098 097 097 45

Accuracy: 0.97

RESULT:

The K-Nearest Neighbor algorithm was successfully implemented and applied on the Iris dataset.
The model classified the test data with 97% accuracy using k=3 neighbors.

Experiment No: 13

Title: Implementation of K-Means Clustering Algorithm

AIM:




To implement the K-Means Clustering algorithm and group similar data points into K clusters

based on feature similarity.

SOFTWARE/TOOLS REQUIRED:
e Python (Jupyter Notebook / Google Colab)
o scikit-learn

e matplotlib, seaborn, pandas, numpy

THEORY:
K-Means Clustering is an unsupervised learning algorithm that partitions a dataset into K distinct
clusters based on distance.
Steps:
1. Choose the number of clusters KKK.

Initialize K centroids randomly.

2
3. Assign each point to the nearest centroid.
4

Recalculate centroids as the mean of assigned points.
5. Repeat until convergence.
Objective Function (Minimize):
Yi=1kY x€Cillx—pill2\sum_{i=1}"{k} \sum_{x\in C i} \| x - \mu_i \|"2i=13 kx€Ci} |Ix—pill2
Where:
e CiC iCiis the set of points in cluster i

e pi\mu_ipi is the centroid of cluster i

PROCEDURE:
1. Import the required libraries.
Load a dataset (Iris or synthetic).
Apply KMeans algorithm.
Visualize the clustered data.
Display cluster centers and labels.

Evaluate using inertia (optional).

PROGRAM:

import pandas as pd

import matplotlib.pyplot as plt

from sklearn.cluster import KMeans

from sklearn.datasets import load_iris

# Step 1: Load the Iris dataset
iris = load_iris()

X = pd.DataFrame(iris.data, columns=iris.feature names)




# Step 2: Apply KMeans Clustering
k=3
kmeans = KMeans(n_clusters=k, random_state=42)

kmeans.fit(X)

# Step 3: Add cluster labels to the dataset
X['Cluster'] = kmeans.labels

# Step 4: Display cluster centers
print("=== Cluster Centers =—=")

print(pd.DataFrame(kmeans.cluster centers_, columns=iris.feature_names))

# Step 5: Visualize the clusters

plt.figure(figsize=(8, 6))

plt.scatter(X.iloc[:, 0], X.iloc[:, 1], c=X['Cluster'], cmap="viridis', s=50)

plt.scatter(kmeans.cluster centers_[:, 0], kmeans.cluster centers [:, 1],
s=200, c="red', marker='X", label='"Centroids")

plt.xlabel('Sepal Length")

plt.ylabel('Sepal Width")

plt.title('"K-Means Clustering (Iris Dataset)')

plt.legend()

plt.grid(True)

plt.show()

OUTPUT:
=== Cluster Centers ===
sepal length (cm) sepal width (cm) petal length (cm) petal width (cm)
0 5.006 3.428 1.462 0.246
1 6.812 3.074 5.565 2.026
2 5.773 2.692 4.264 1.342

(Followed by a scatter plot with clearly separated clusters and red centroids.)

RESULT:

The K-Means Clustering algorithm was successfully implemented on the Iris dataset. The dataset
was grouped into 3 distinct clusters, and centroids were visualized, clearly identifying group
patterns.

Experiment No: 14

Title: Implementation of BIRCH Clustering Algorithm




AIM:
To implement the BIRCH algorithm and perform clustering on a dataset by constructing a CF

(Clustering Feature) tree.

SOFTWARE/TOOLS REQUIRED:
e Python (Jupyter Notebook / Google Colab)

o scikit-learn, matplotlib, pandas, numpy

THEORY:
BIRCH (Balanced Iterative Reducing and Clustering using Hierarchies) is a hierarchical
clustering algorithm suitable for large datasets.
It builds a CF Tree (Clustering Feature Tree) which:
e Summarizes dataset into smaller representations (CF entries).
e Performs clustering on these summaries.
Key Concepts:
¢ CF Node: Contains CF entries (N, LS, SS)
e Threshold (T): Controls diameter of subclusters

e Branching Factor (B): Max number of child nodes

PROCEDURE:
1. Import required libraries.
Load or generate a dataset.
Apply the Birch algorithm from scikit-learn.
Visualize the clusters.

Display cluster labels and evaluate.

PROGRAM:

import pandas as pd

import numpy as np

import matplotlib.pyplot as plt
from sklearn.cluster import Birch

from sklearn.datasets import make blobs

# Step 1: Generate sample data

X, y =make blobs(n_samples=300, centers=4, cluster_std=0.60, random_state=0)

# Step 2: Apply BIRCH clustering

model = Birch(threshold=0.5, n_clusters=4)
model. fit(X)

labels = model.predict(X)




# Step 3: Visualize the clusters

plt.figure(figsize=(8, 6))

plt.scatter(X[:, 0], X[:, 1], c=labels, cmap='Set2', s=40)
plt.title("BIRCH Clustering Result")
plt.xlabel("Feature 1")

plt.ylabel("Feature 2")

plt.grid(True)

plt.show()

OUTPUT:
e A scatter plot with data points color-coded into 4 clusters.

e Each group shows distinct separation and dense clustering around centers.

RESULT:

The BIRCH clustering algorithm was successfully implemented. It efficiently clustered a synthetic
dataset into 4 well-defined groups. BIRCH's CF Tree approach proves effective for handling large and
continuous data.

Experiment No: 15

Title: Implementation of PAM (Partitioning Around Medoids) Clustering Algorithm

AIM:
To implement the PAM algorithm and perform clustering by selecting representative objects called

medoids.

SOFTWARE/TOOLS REQUIRED:
e Python (Jupyter Notebook / Google Colab)

e pandas, numpy, matplotlib, sklearn, scikit-learn-extra (for PAM)

THEORY:
PAM (Partitioning Around Medoids) is a clustering algorithm similar to K-Means, but instead of

using centroids (mean), it selects medoids (actual data points) to represent clusters.

Steps of PAM Algorithm:

1. Select k random medoids from the dataset.
2. Assign each point to the closest medoid (based on distance).
3. For each medoid, test all non-medoids and swap if total cost reduces.
4. Repeat until medoids no longer change.
Advantages:
e More robust to noise and outliers than K-Means.

e Uses actual data points as cluster centers.




PROCEDURE:
1. Install the scikit-learn-extra package.
Import required libraries.
Generate or load a dataset.
Apply the PAM algorithm using KMedoids.
Visualize clusters and medoids.

Evaluate the clustering.

PROGRAM:

» First, install the extra package (if needed):

pip install scikit-learn-extra

python

CopyEdit

import pandas as pd

import numpy as np

import matplotlib.pyplot as plt

from sklearn.datasets import make blobs

from sklearn_extra.cluster import KMedoids

# Step 1: Generate sample data
X, y =make blobs(n_samples=300, centers=4, random_state=42)

# Step 2: Apply PAM (KMedoids) clustering
kmedoids = KMedoids(n_clusters=4, random_state=0, method='pam'")

kmedoids.fit(X)

# Step 3: Get labels and medoids
labels = kmedoids.labels_

medoids = kmedoids.cluster centers_

# Step 4: Visualize the clusters

plt.figure(figsize=(8, 6))

plt.scatter(X[:, 0], X[:, 1], c=labels, cmap='Set2', s=40)

plt.scatter(medoids[:, 0], medoids[:, 1], marker="X', c="red', s=200, label="Medoids')
plt.title("PAM (K-Medoids) Clustering")

plt.xlabel("Feature 1")

plt.ylabel("Feature 2")

plt.legend()

plt.grid(True)




plt.show()

OUTPUT:
Cluster labels assigned to the data points:

[102310231023...(total 300 values)]

Medoid coordinates (Cluster Centers):
[[ -1.50344401 6.16580756]
[-9.15155186 -4.81286449]
[ 1.84500507 4.27815106]
[-3.98633519 8.55637356]]

Inertia (total cost): 1263.549
[GRAPHICAL PLOT OUTPUT]

|
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RESULT:

The PAM (K-Medoids) clustering algorithm was successfully implemented. Unlike K-Means, PAM
uses actual data points as medoids, making it more robust to outliers and noise in the dataset.
Experiment No: 16

Title: Implementation of DBSCAN (Density-Based Spatial Clustering) Algorithm

AIM:

To implement the DBSCAN algorithm for clustering and analyze how it detects arbitrarily shaped

clusters and outliers.

SOFTWARE/TOOLS REQUIRED:
¢ Python (Jupyter Notebook / Google Colab)

¢ pandas, numpy, matplotlib, sklearn

THEORY:




DBSCAN (Density-Based Spatial Clustering of Applications with Noise) is an unsupervised

clustering algorithm that groups together points that are closely packed together, while marking

points that lie alone in low-density regions as outliers.
Key Parameters:
e eps: Radius of neighborhood around a point.
e min_samples: Minimum number of points required to form a dense region.
e Core Point: Has at least min_samples within eps.
o Border Point: Fewer than min_samples within eps, but in the neighborhood of a core point.

¢ Noise Point: Not a core or border point.

PROCEDURE:
Import the necessary libraries.
Generate or load a dataset.
Apply the DBSCAN algorithm using sklearn.cluster. DBSCAN.
Visualize the clusters and outliers.

Display and interpret the results.

PROGRAM:

import numpy as np

import matplotlib.pyplot as plt

from sklearn.datasets import make moons

from sklearn.cluster import DBSCAN

# Step 1: Generate data with noise (moon-shaped)

X, y =make_moons(n_samples=300, noise=0.1, random_state=0)

# Step 2: Apply DBSCAN
dbscan = DBSCAN(eps=0.3, min_samples=5)
labels = dbscan.fit_predict(X)

# Step 3: Plot the clusters

plt.figure(figsize=(8, 6))

plt.scatter(X[:, 0], X[:, 1], c=labels, cmap="plasma'’, s=50)
plt.title("DBSCAN Clustering Output")
plt.xlabel("Feature 1")

plt.ylabel("Feature 2")

plt.grid(True)

plt.show()

# Step 4: Count clusters and noise




n_clusters = len(set(labels)) - (1 if -1 in labels else 0)

n_noise = list(labels).count(-1)

print(f"Number of clusters found: {n_clusters}")

print(f"Number of noise points: {n_noise}")

SAMPLE OUTPUT:

Number of clusters found: 2

Number of noise points: 10

RESULT:

The DBSCAN algorithm was successfully implemented. It identified 2 clusters with 10 noise

points, and effectively handled non-spherical data distributions, unlike K-Means.




